




Rating LLMs by frustration and usefulness

So I’ve been running a few LLMs locally on my two computers that can handle them.

In my desktop I have an AMD Radeon RX 7900 GRE with 16GB of VRAM and in my other machine I have a AMD RYZEN AI MAX+ 395 (aka Strix Halo) with 128GB of unified RAM. Curiously, fastfetch lists the GPU as being an AMD Radeon 8060S
Graphics.

When first starting out a few years ago – when Ollama just hit the nixpkgs repo, I decided to take a look at what I could do with my RX 7900. At first, I had a hard time to get it to run on the GPU rather than CPU. It used to require setting some undocumented environment variable to some undocumented value I don’t remember. This has been fixed at time of writing1 according to the nix wiki.

The first model I played around with was llama3.1:8b, which was… not awful. It worked significantly better than I expected, but then my expectations were still in the toilet at this point. I had fun poking at it, seeing what its limits were; how it would deal with sexual concepts, violent hypotheticals and political questions. In most scenarios it responded essentially in the way I’d expected – perfectly according to the wishes of its liberal paymasters.

Then deepseekr1 hit the scene and everyone was going crazy over it. So of course, I had to give it a shot. To say I was disappointed is an understatement. In terms of the size-to-potato-brained ratio, deepseek is by far the worst model I’ve ever had the tedium of attempting get to do anything at all. 2

A little while later, I tried to see how gemma3:8b would work, as I had gone back to just fiddling around with llama3.1. gemma at least ran a lot faster. But it would also produce significantly more sycophantic and endlessly moralizing output, whining about the slightest hint being offensive and pointing me to a suicide hot line at the slightest expression of frustration.

Despite the mounting frustrations, I kept using it as so far it was the only one that was capable of producing remotely useful output and generating said output in an acceptable time frame.

It got to the point where I “forked” gemma3 into a checkpoint with the following system prompt:


give short answers, don’t ask followup questions and don’t make sycophantic comments.



Then a pub buddy recommended I take a look at qwen3:32b. qwen changed everything. This was the first model that could do actually useful things, not moralize, not act sycophantic all the time and it would run at a relatively acceptable pace on my desktop machine.

Somewhere around this time, I got it in my head that I wanted one of those fancy Strix Halo chips. So a little while later – and going through a similar process of getting Ollama to run on the Strix Halo GPU module, I moved on to qwen3:70b as a base model. Around this time, I decided to mess around with a bunch of other LLMs and attempt to keep up with the big models drops. Through this, I would come roughly to the following conclusions


Best Overall Models – qwen

Anything from any of the qwen families is great. Its fast, halfway competent and the size-to-potato-brain ratio is very good.

qwen3 was already quite good, but then they released qwen3-next.

qwen3-next was the first quite large (80b) model that I could run that also didn’t come from a lineage of models with very bad overall performance. As a result, it quickly became my model of choice for basically everything. At the time of writing, it still has the best performance-to-size-to-potato-brain ratio. For an 80b model, it responds very fast with a blistering 50 t/s. Many smaller models can only dream of that kind of performance. Hell, even qwen3:32b is significantly slower than that with – if my memory serves correctly – 30 t/s.

Then some time later qwen3-coder-next hit the Ollama registry with a similar impact on my impressions. It was the first model that I thought might be good enough to attempt to vibe code with. And I was right. It was the first time a local model didn’t make insanely dumb mistake like getting basic bash syntax wrong.

When qwen3.5 hit the scene, I moved over to qwen3.5:122b and have been using that for anything that requires complex thought. So far, it hasn’t gone full potato-brain even once, making it one of the first models that I consider to be actually useful with the only caveat being that it takes a huge amount of memory to run. On the other hand, the smaller qwen3.5 variants are also very solid.

The only problem I have had with qwen models is that they potentially get stuck in a loop of thinking the same thing over and over again. This seems to have largely been fixed in recent Ollama versions.



Best Smaller Models – nemotron-3-nano and glm-4.7-flash

I have been using these models somewhat interchangeably for a little while, so I don’t know how well these perform against each other. Both are basically competent with occasional cases of potato-brain. Their biggest advantage is that they are quite small (both of them being 30b) and faster than qwen3:32b.



Best Fast Models – lfm2

If you want something that has a similar response time as the gemma models but is less likely to say something is “offensive”, refuse to do something because it is “offensive”, respond in ways that are otherwise teeth grindingly frustrating, then lfm2 is a decent shot. Its factual accuracy is only slightly less questionable then that of the gemma models.

If you want something that is about as potato-brained as gemma3, takes less memory and responds faster, use lfm2.5-thinking. You will have to fact check basically every answer it spews at you.



Best Curbstompability – gemma, granite, olmo, rjn-1, deepseek-r1 and lfm2.5-thinking

Avoid at all costs. These models will make you want to curb stomp them out of frustration. The only reason to run these models is because you are a masochist or just love the feeling of the vile, caustic, burning fucking hatred these models will awaken in you.

Yes, I have tried gemma4. Yes I still want to put its head in an industrial vice and keep turning until its skull shatters and I can scoop its brain matter into a blender, blend it into a homogeneous paste, throw the entire mixture (including the blender) off a cliff and then finally nuke the valley.



Misc

Other than the aforementioned models, I have also played around with a few other random models. devstral-2:123b comes to mind. It was slow and I barely used it as qwen models are faster. Likewise, I would still like to take a look at the newer nemotron models, but haven’t gotten around to that as qwen3.5:122b is competent and fast enough for anything I have thrown at it so far.
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2. To this day, I still don’t understand how people are in any way positive about deepseek. Even the bigger 70b variant that I can now run on my Strix Halo chip is very bad compared to even the much smaller qwen3:30b.
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